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Abstract: 
This paper discusses web directories and how to construct them cost effectively. Recent years have seen the increasing use of search engines, yet these often tend to give too many irrelevant hits, and for users who are not computer experts this may be very discouraging.  One thought behind the development of web directories is that they may be tailored to the needs of individual organizations, or target particular sectors of the community with specific informational needs. The intention is that web directories will provide an easy access point to useful information. The challenge is then to provide suitable directories for the users’ needs at low cost, and in a short timescale. The paper refers to the network web directory 1do3.com and also to the generation tool NetGain as examples.
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Introduction

The rise of search engines, and meta-search engines has had significant effects on our virtual lives. Earlier models of document bases, and indexed directories such as Yahoo [Yahoo] are being used less. Directories require human classification effort, and this may be costly for development.  Looking for information using a search engine often finds too many hits, and even many of the most relevant hits from a search engine may not address the user’s needs. Many users are unprepared to look further than the first page of search engine results, and many are not skilled at refining their search to find information if it does not appear immediately.  These are problems known to be associated with the digital divide. There is still a role for directories, and these may be specialized, and target specific groups. Constructing and maintaining such directories cost effectively is therefore an issue. Additionally, there may be a role for directory generation tools which can be used to generate web directories within a restricted and specific context. Another point for discussion is whether the tools generated are in themselves valuable, or whether it is the raised awareness and participation of those constructing the directory data which represents the “knowledge” generated within the participative development community which is required in practical business and personal information management systems.

Within Kingston Business School we have been working with the development of network web directories, such as 1do3 [1do3], and this has forced us to reconsider the role of such directories.  In the early days of search engines, websites such as Yahoo [yahoo] provided searchable directories, and a few are still in existence. Searchable directories, such as Yahoo, are often constructed by the use of considerable human effort, to classify web sites, and this is a major development cost.

Many users nowadays prefer to use search engines, such as Google [Google], or Altavista [Altavista], or meta-search engines, such as Sherlock [Sherlock], Web Ferret [Ferret] or Copernic [Copernic]. Using a search engine may lead to rapid user satisfaction, through searching a vast collection of indexed data, yet this may not be on every occasion, or for every user, or for every query. Users who are very familiar with computer technology will often be able to reformulate their queries in order to increase their hit rate on useful material. Users with less knowledge, enthusiasm for, and experience of, computer systems may be reluctant to do so, or may have insufficient skills to locate information which could be of use to them. In some real life situations this can present real problems. Examples might include people who have been told about a medical condition which affects them, or a near friend or relative. Often in this situation, people want to have access to good quality information, and probably also help and re-assurance as well. It is likely that many older people will need to have access to this information, and while there are many older people who are proficient with modern computers, there is probably a greater proportion which is not. 

The so-called digital divide can be a real problem for many potential users, with people unable to use the Internet.  Some people are able to use computer networks, but are unwilling to do so, or to acquire sufficient skills to make for good ease of use.

From the user’s point of view, what is required is an interface to information which is of direct relevance and help to them. Often this will enable or facilitate some action by the user, and if the interface provides access to such useful information, this can have a real benefit to the user’s quality of life. We can summarise this from the user’s point of view by asking the question “What do you want to do?”, which is an action oriented way of eliciting a question, and thereby homing in on possible solutions for the particular user.  The network web directory 1do3 has been designed using this as one of its guiding principles. The system has been developed using several important guiding principles, including:

· Use an action oriented approach – “What do you want to do?”

· Three mouse clicks or key presses will give access to relevant information

· Validate data referenced for quality and relevance

Other principles which fit in with the desired user needs include:

· Point to appropriate portals wherever possible

· Minimise communications traffic – assuming that the user has a 56 kbps modem

· Avoid the use of images in the web site to improve download speeds

· Avoid linking to sites which use Flash coding or extensive graphics, which delay access, and result in increased download times

· Try to keep download times across a dialup link to under 9 seconds per click.

The 1do3 directory has been a success as a prototype, though it is not always appreciated what it is doing, or for whom it is intended. When evaluated by computer enthusiasts, who are prepared to put the effort into search, 1do3 may provide less satisfactory results than Google, but when used by people with little computer experience whose information needs are pressing, 1do3 may give quicker access to specifically useful information.

Building the 1do3 directory

The 1do3 networked web directory was built by a small group. Initially a small design team tried to decide on a set of actions, based around the notion of “What do you want to do?”. Rather than classifying data as objects, web sites were classified by what they could provide. The first steps, which were carried out in consultation with a librarian were to identify the areas of interest, and activities. This resulted in around 200 initial activities which were of interest to the target community. Some of the community were themselves involved in selecting the activities for building into the 1do3 design. Once the starter set of activities had been created, searches were then made for relevant web sites.  This required considerable human effort using available search engines. However, tools were built which made some of the human search procedures more straightforward. Eventually a large number of web sites were identified as having possible relevance, and by the time the 1do3 web site was launched, the number of actions had increased, and number of web sites actually referenced was around 4000.  The processes for deciding on the web sites to include in the directory included:

· Identifying a web site with relevance to an action

· Evaluating each web site for each action

· Discarding (for each action) low ranking web sites

By these procedures the total number of indexed web sites was reduced from around 45,000 to around 3,500.

Since the initial launch of 1do3 the number of actions has increased, as also has the number of indexed web sites.

Nevertheless, the number of indexed web sites remains below 5000 – of which some 3,500 are deployed live.

In order to navigate to a web site:

· the first click on 1do3 selects a topic or subject area for consideration

· the second click selects an action  appropriate to the subject

· the third click selects the target web site from a list of potential candidates – in a list that is subdivided into relevant headings or sub-actions.
In the normal 1do3 configuration there are 16 topic areas, though there may be additional topic areas for special occasions such as Christmas. The possible actions are topic area specific, and may typically include verbs such as buy, check, cook, decorate,  do, find, find a, get, indulge, interpret, keep, lead, move, protect, run (appropriate for the home and lifestyle section). 

The current implementation of 1do3 has the following sixteen categories, which are thought to be socially useful: 

Computing & Technology, Education & Training, Family, Health, Home & Lifestyle, Kids, Leisure & Arts,  Money , News & Reference, Politics & Government,  Science & Planet,  Shopping,  Society & Law,  Sport,  Travel,  Work & Employment.  

Some of the verbs used to describe desired actions are associated with several possibilities. For example:


buy
a house or flat 

cookery equipment 

DIY equipment and tools 

electronic equipment (TVs etc.) 

furniture 

gardening equipment, supplies and plants 

household appliances

Typically there will between 15 and 30 possible actions.  Selecting one of these will then present a list of relevant web sites, and these are clustered into suitable groups.  There may often be between 5 to 10 groups, with each group containing perhaps 2 to 5 web sites.  The whole list may contain 20 to 50 web sites, but the structuring makes it easy to locate the ones which are relevant. It is quite easy to see that this navigation scheme permits targeting of up to 16 x 30 x 50 = 24,000 web sites. More typically, since not all clicks will offer the maximum number of choices, around 4800 web sites can be addressed.

Another point to note is that although the navigation behaves like a tree structure, different ways of navigating sometimes lead to the same target web site. It turns out that there are quite a lot of ways of navigating to similar web sites, so this also reduces the need for navigation to a large number of distinct web sites.

Another feature of the 1do3 web site is the Search box. This can be used in a way similar to a conventional search engine. However, the results of this are somewhat variable, and will depend on the words used. 1do3 uses similarity matching for synonyms, and attempts to work out what you want to do. Thus if you type in “purchase a dog”, it will take you to the section for “keep a pet”, and similarly for “purchase a cat”. If you type in “purchase an elephant”, it will take you to the section “Learn about endangered species”.

Finally, if you type in “purchase a rhinoceros”, it will take you to a variety of sections, not necessarily all relevant.

Another example of a search might be “sell books”, or “sell a rhinoceros”.  Selling books appears to get confused with buying books, and selling a rhinoceros peculiarly leads to “move house”. The search feature in 1do3 works well enough in many situations, but at times it fails badly because of its matching algorithms and attempts to do simple matching of semantic knowledge to words.

Customising directories

The experience of developing the 1do3 directory has provided insights to the designers and developers, and this has resulted in new tools which allow customised directories to be developed for particular users. These facilitate the development of specialised directories for a wide range of users, including business clients. The knowledge which can be encapsulated within such a directory may be quite specific for a company. An example may be: “what are the preferred suppliers of widgets”, where the widget may be an important part of a company product. This information is not generally useful, but is specific to a company. Directory development tools allow users to develop their own directories to satisfy particular knowledge management needs, and this could be helpful within an organization. 

Another example could be to provide information which a new member of staff may need to know when joining a department. Often such people acquire knowledge as they go, maybe by explicitly provided sessions or training, by reading departmental manuals, or by just talking with other people around them. Useful information, and details of how to do things may be difficult to obtain, and could require a long period of time to acquire. Whilst this need not be an unpleasant experience, since it may encourage social interaction, it is often a time consuming one. It may also be irritating to those who have useful information, though sometimes one might wonder if they enjoy their roles as guardians of key facts. In a well running department it should be possible to provide the useful information, while at the same time minimizing irritation to other members, and other methods can be used to foster social interaction.

Some large organizations have handbooks, or FAQs which address these issues, but many do not, so important knowledge remains locked in individuals.

It has been remarked that a network web directory such as 1do3 really is just providing an interface to a FAQ file, and it is the construction of the information file which really is the heart of the process.

Problems

As with any knowledge management system, a network web directory can only be as good as the information which it provides access to. Work is required to evaluate each entry for inclusion in the directory, and maintenance is needed to update the links of any pages which move, or modify the names of companies which change, or delete entries when they are no longer relevant. 

Working with web directories

One motivation for the construction of generation tools for web directories is to simplify the ways in which people can gain access to information.  It is assumed that the end users may be computer naïve, or computer illiterate. However, they may have access to others who have greater knowledge of technology.  We have identified three groups of people:  end users, domain experts, and directory implementers. We may wish to provide information to people who have a particular need or interest. The information will be selected by domain experts, and the implementers will build this into the web directory. It has been suggested that in some situations the act of attempting to build a directory causes interactions between the various involved groups of people, and that this may be more valuable than the tool which is created.  This will not always be the case, and sometimes the resulting tool will have a value of its own.

Besides building a web site 1do3.com, we have also created software tools based on standard data base software (currently Microsoft Access) which allow such web sites to be generated. One such tool is the NetGain [NetGain] directory generator, which allows the directory implementers to rapidly include known web sites, but in addition to identify new web sites and additional documentation files, and link them into a navigation structure. We can generate new web directories with considerable speed, and these can then be distributed to end users.  Once the data base has been created and configured, it only takes a few minutes to generate a complete web site. Making changes to the web site is generally done by changing the information in the data base, and regenerating the web site, as this is a quick operation, and this approach ensures consistency. Additionally the tool itself is available for implementers to develop their own web directories. Currently this approach of using tools to generate web sites is being piloted with several user groups. 

Alternatives to web directories

For general searching applications, the clear alternative to a web directory is a search engine. For business applications in which the intention is to develop and maintain a bank of explicit knowledge, there are several possibilities, including:

· Using a database

· Using a database with dynamic generation of web pages

· Using statically generated (and maintained) web pages

· Using message boards

· Using wikis

Databases only work in environments where everyone has access. Currently many organizations may find this a problem.  Additionally, end users may find learning a database interface challenging.

We have been developing web pages generated dynamically from databases, using tools such as PHP, and MySQL, and this has proved to be perfectly feasible for the generation of web pages. The web pages are generated from database information dynamically on request. This approach has benefits where data may change. We have developed tools for allowing permitted users to update the database via a web browser interface.

Statically generated web pages can also be used, but this tends to bottle-neck the production process, and may result in someone becoming a gatekeeper for the knowledge. In some environments this may be a good thing, but it may simply lead to stagnation. Where the size of the information base is modest, static FAQ pages can be generated, but once there are  a large number of question/answer pairs, the FAQ approach becomes unwieldy.

Message boards can be used for exchange of information within an organization, but they are difficult to handle, as it is often difficult to locate wanted knowledge.

Wikis (Leuf and Cunningham, 2001, Martland 2003a, 2003b) are a viable way of generating web pages quickly and effectively within an organization, and in some situations they may provide considerable benefits. They can encapsulate knowledge fragments, and they do permit end users to modify the information base. However, the structured navigation which is possible with a networked web directory may be easier for many end users. As with statically generated web pages, there is still a gatekeeper effect, as the implementation team have the power to decide what information is included in the knowledge system.

We are currently investigating ways of generating network web directories for various groups. Generating the directories is relatively easy, given knowledge of what information is needed. However, this may require careful analysis and discussion with stakeholder groups. Once the design has been agreed, maintenance may become problematic, depending on who has the ability and power to update the directory. The intention is to develop tools which will make updating so simple that those who have the domain knowledge will carry out the updating and maintenance, but we have yet to see whether this will be realized in practice.

Conclusions

A large web directory has been constructed and installed at 1do3. Generator tools for constructing networked web directories for use within organizations have also been designed and implemented. These can be used to generate a working directory structure within a very short time (typically around a minute) from a populated database of web sites. The tools also allows the database to be populate quickly from existing lists of known web sites, and new web sites can easily be added as required. These tools and generated directories may be access limited to company intranets.

There are some problems with maintenance of the developed web directory, as web sites move, or become defunct. 

Rather than patch the directory, the normal approach is to modify the database, and completely regenerate the directory, which can be done quickly.

These tools also enable users to design their own directories for specialized purposes. Currently the tools are being used to generate pages for the DFeS Cybrarian project in the UK, which is under development, and there are other pilot projects within the Chichester area. It will be interesting to see how users develop their own directories given the tools available.
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